Types, TypeIds, and Type Objects

Goals
The primary objective of this document is to clarify and tighten the specification of TypeId and TypeObjects to ensure interoperability and portability of XTYPES compliant implementations.
Related to this the computation of the TypeId shall be defined such that all vendors compute the same values for the same types.

The main outcome of this should be clear proposal for resolving several XTYPES-RTF issues resulting on a XTYPES 1.2 spec.

Constraints
The goal is to arrive to a concise resolution of the XTYPES ambiguities or anything that makes XTYPES truly “non-implementable”. Enhancements that change APIs, protocols etc. and consequently break interoperability with what is already deployed do not belong in this document. Those enhancements can wait and be done in conjunction with the data representation enhancements already being discussed.
This notwithstanding areas where enhancements could be made can be noted as appropriate.
The mapping between types and typeid shall be defined in a way that if two types have the same typeid they are the same type. The opposite is desirable but not needed, that is if two implementations were to assign different typeids to the same type the consequence would be inneficient parsing of extra type objects, but not any break of interoperability.
Types and TypeIds

A TypeID is used to reference a type.  See XTYPES  7.3.4.1.1. It is basically an integer but represented as a union to save space for primitive types. With this representation the TypeId of a primitive type takes 32 bits whereas the TypeId of a constructed type is 96 bits.	

Excerpts from the IDL (XTYPES Annex B)	
					
typedef short PrimitiveTypeId;			
union _TypeId switch (TypeKind)  {
   case BOOLEAN_TYPE:
   case BYTE_TYPE:							
   case INT_16_TYPE:
   case UINT_16_TYPE:
   case INT_32_TYPE:
   case UINT_32_TYPE:
   case INT_64_TYPE:
   case UINT_64_TYPE:
   case FLOAT_32_TYPE:
   case FLOAT_64_TYPE:
   case FLOAT_128_TYPE:
   case CHAR_8_TYPE:
   case CHAR_32_TYPE:		
   case NO_TYPE:
    PrimitiveTypeId primitive_type_id;
      
   case ENUMERATION_TYPE:
   case BITSET_TYPE:
   case ALIAS_TYPE:
   case ARRAY_TYPE:
   case SEQUENCE_TYPE:
   case STRING_TYPE:
   case MAP_TYPE:
   case UNION_TYPE:
   case STRUCTURE_TYPE:
   case ANNOTATION_TYPE:

   default:					
      unsigned long long constructed_type_id;
};
A Type is defined as:	
    // ID of a type member
    typedef unsigned long MemberId;
    const MemberId MEMBER_ID_INVALID = 0x0FFFFFFF;
	
    /* Literal value of an annotation member: either the default value in its
     * definition or the value applied in its usage.
     */
    @Extensibility(EXTENSIBLE_EXTENSIBILITY) @Nested
    union AnnotationMemberValue switch (TypeKind) {
        case BOOLEAN_TYPE:
            boolean boolean_value;
        case BYTE_TYPE:
            octet byte_value;
        case INT_16_TYPE:
            short int_16_value;
        case UINT_16_TYPE:
            unsigned short uint_16_value;
        case INT_32_TYPE:
            long int_32_value;
        case UINT_32_TYPE:
            unsigned long uint_32_value;
        case INT_64_TYPE:
            long long int_64_value;
        case UINT_64_TYPE:
            unsigned long long uint_64_value;
        case FLOAT_32_TYPE:
            float float_32_value;
        case FLOAT_64_TYPE:
            double float_64_value;
        case FLOAT_128_TYPE:
            long double float_128_value;
        case CHAR_8_TYPE:
            char character_value;
        case CHAR_32_TYPE:
            wchar wide_character_value;
        case ENUMERATION_TYPE:
            long enumeration_value;
        case STRING_TYPE:
            wstring string_value;   // use wide str regardless of char width
    };

    // The assignment of a value to a member of an annotation
    @Extensibility(EXTENSIBLE_EXTENSIBILITY) @Nested
    struct AnnotationUsageMember {
        MemberId member_id;             // member of the annotation type
        AnnotationMemberValue value;    // value that member is set to
    };

    typedef sequence<AnnotationUsageMember> AnnotationUsageMemberSeq;

    // The application of an annotation to some type or type member
    @Extensibility(EXTENSIBLE_EXTENSIBILITY) @Nested
    struct AnnotationUsage {
        _TypeId type_id;
        AnnotationUsageMemberSeq member;
    };

    typedef sequence<AnnotationUsage> AnnotationUsageSeq;
		
const long ELEMENT_NAME_MAX_LENGTH = 256;		
typedef string<ELEMENT_NAME_MAX_LENGTH> ObjectName; 				
enum TypeFlag {			
   @Value(0) IS_FINAL,
   @Value(1) IS_MUTABLE,
   @Value(2) IS_NESTED				
}; 		
@Extensibility(EXTENSIBLE_EXTENSIBILITY) @Nested 
struct TypeProperty {
  TypeFlag flag;
   _TypeId type_id;
   ObjectName name;				
}; 					
@Extensibility(MUTABLE_EXTENSIBILITY) @Nested 		
struct Type {				
   @ID(0) TypeProperty property;				
   @ID(1) AnnotationUsageSeq annotation; 
}; 

// Types derive all from struct Type. For example StructureType:			
typedef unsigned long MemberId;
BitSet @BitBound(16)
enum MemberFlag {							
   @Value(0) IS_KEY,
   @Value(1) IS_OPTIONAL,
   @Value(2) IS_SHAREABLE,
   @Value(3) IS_UNION_DEFAULT // set if member is union default case
}; 

@Extensibility(EXTENSIBLE_EXTENSIBILITY) @Nested
struct MemberProperty {
   MemberFlag flag;
   MemberId member_id;
   _TypeId type_id;
   ObjectName name;
}; 
	
// Member of an aggregation type 
@Extensibility(MUTABLE_EXTENSIBILITY) @Nested 
struct Member {		
   @ID(0) MemberProperty property;
   @ID(1) AnnotationUsageSeq annotation; 
};
typedef sequence<Member> MemberSeq;
			
@Extensibility(MUTABLE_EXTENSIBILITY) @Nested 
struct StructureType : Type {			
   @ID(100) _TypeId base_type;
   @ID(101) MemberSeq member; 
}; 

			
EXAMPLE:
Assume the type 

module Geometry {
   @Nested
   struct Point  {
       float x;
       float y;
   };

   struct Rectangle {
       @Key long identifier; 
       Point p1;
       Point p2;
   };
};

		
Given this the Type for Point is a StructureType filled  as:
StructureType <- { 
  property   <- {  // from Type
                  flag      <- 0x0100  // IS_NESTED 
                  type_id   <- TypeId(Point)  // Problematic! -- see later
                  name      <- “Point”        // Underspecified!
                }
  annotation <- []  // from Type -- Underspecified
  base_type  <- // from StructType. NO_TYPE, -- Underspecified
  member     <- 
     [  // sequence of length 2 
       member[0]  <- { 
                       property <- { 
                                     flag      <- 0x0000
                                     member_id <- 0
                                     type_id   <- FLOAT_32_TYPE
                                     name      <- “x”
                                    }
                       annotation <- []
                     }
       member[1]  <- { 
                       property <- { 
                                     flag      <- 0x0000
                                     member_id <- 1
                                     type_id   <- FLOAT_32_TYPE
                                     name      <- “y”
                                    }
                        annotation <- []
                     }
	] // end of sequence of length 2 
}

And the Type for Rectangle  is a StructureType filled  as:
StructureType <- { 
  property   <- { 
                  flag      <- 0x0000 
                  type_id   <- TypeId(Rectangle) // Problematic!
                  name      <- “Rectangle”
                }
  annotation <- []
  base_type <- NO_TYPE, 
  member    <- 
     [  // sequence of length 3 
       member[0]  <- { property <- { flag      <- 0x0001 //Key
                                     member_id <- 0
                                     type_id   <- INT_32_TYPE
                                     name      <- “identifier”
                                    }
                        annotation <- []
                     }
       member[1]  <- { property <- { flag      <- 0x0000
                                     member_id <- 1
                                     type_id   <- TypeIdOf(Point)
                                     name      <- “p1”
                                    }
                        annotation <- []
                     }
       member[2]  <- { property <- { flag      <- 0x0000
                                     member_id <- 2
                                     type_id   <- TypeIdOf(Point)
                                     name      <- “p2”
                                    }
                        annotation <- []
                     }
	] // end of sequence of length 2 
}

As we can see above to define the Type for Point we need the TypeId of “Point” itself (type_id field within the property member).
The computation of the TypeId is given in XTYPES 7.3.4.1.2 “Type Hierarchy”:
The type ID of a constructed type shall be calculated in the following way.
1. Serialize the type (as an ArrayType, StructureType, etc. as appropriate) in big-endian CDR Data Representation. Note that this step is recursive, as the serialization may require calculating the IDs of types used by this type—for example, to type structure members.
2. Apply the MD5 hash algorithm to that serialized representation.
3. The type ID is the less-significant 64 bits of the hash, represented as an unsigned 64-bit integer.

Issues
As stated the TypeId cannot be computed because of a circular dependency: To build the Type you need to have the TypeID already evaluated to put it into the property.type_id field. And to compute the TypeID you need to have the Type already so it can be serialized.
There are other issues: 
· It is unclear if the name of the type is qualified by any containing module names or not,
· The conversion of a 64bit hash into an integer is ambiguous as it could depend on whether the 8-byte quantity is interpreted as a big endian or little endian integer.
· The order in which member_ids are serialized for mutable types is not specified so the typeid computed by different vendors or different participants could be different
· The use of long versus short member IDs on the mutable types is not specified so the typeid computed by different vendors or different participants could be different
· When a member of a mutable type takes the default value it is not specified whether the member should be omitted from the serialization or encoded with its default value.

Proposal for TypeId
To break the circular dependency and resolve the ambiguities (i.e. ensure vendors compute the same value for the TypeId) we should modify the algorithm introducing additional steps. These rules affect only the computation of the TypeId not the serialization of Types inside TypeObject. That can use the standard XTYPES rules with the full flexibility they provide:

The type ID of a constructed type shall be calculated in the following way.

Step 1. Construct an object “TypeIdComputationObject” to describe the data-type. This is similar to how the TypeObject for that type would be constructed except as noted in the rules that follow:
1. The TypeId in property.type_id is set to {discriminator = NO_TYPE, constructed_type_id = NO_TYPE_ID}  (i.e. {0, 0}) 
2. The ObjectName in property.name is set to the fully-qualified name for the type. The fully qualified name shall use the string “::” as a module-name separator.
3. The built-in annotations @Key, @Optional, @Shared, @UnionDefault that may appear in the Type definition are omitted from the AnnotationUsageSeq that occurs in the TypeIdComputationObject because they already appear in the member_flags.
4. The members in a *MemberSeq shall appear in the sequence in the ascending order of the member IDs.
5. [bookmark: _GoBack]The annotations in an AnnotationUsageSeq shall appear in ascending lexicographic order of the annotation name. 
6. The case labels in a UnionCaseLabelSeq shall appear in ascending order of label value.
7. The enumerated constants in an EnumeratedConstantSeq shall appear in ascending order of the enumeration constant name.
8. The Bits in a BitSeq shall appear in ascending order of bit position.
9. The bounds in the BoundSeq in ArrayType shall appear in the same order as that of the ArrayType written in IDL.

Step 2. Serialize the TypeIdComputationObject using Extensible Extensibility and big-endian CDR Data Representation without any encapsulation header. Note that this step is recursive, as the serialization may require calculating the type IDs of referenced types—for example, structure members. 

Step 3. Apply the MD5 hash algorithm to that serialized representation of the TypeIdComputationObject.

Step4. The type ID is the last 8 bytes of the hash (highest memory address), converted into an unsigned 64-bit integer, such that the selected 64 bits from the hash match the big endian representation of the resulting Integer.
			
With these changes the TypeIds can be computed as shown below::

StructureType <- { // Point structure
  property   <- {  // from Type
                  flag      <- 0x0002  // IS_NESTED 
                  type_id   <- {0, 0}  // {NO_TYPE, NO_TYPE_ID}
                  name      <- “Geometry::Point”       
                }
  annotation <- []  // zero-length sequence
  base_type  <- {0, 0}  // {NO_TYPE, NO_TYPE_ID} 
  member     <- 
     [  // sequence of length 2 
       member[0]  <- { 
                       property <- { 
                                     flag      <- 0x0000
                                     member_id <- 0
                                     type_id   <- FLOAT_32_TYPE
                                     name      <- “x”
                                    }
                       annotation <- []  // zero-length sequence
                     }
       member[1]  <- { 
                       property <- { 
                                     flag      <- 0x0000
                                     member_id <- 1
                                     type_id   <- FLOAT_32_TYPE
                                     name      <- “y”
                                    }
                        annotation <- []// zero-length sequence
                     }
	] // end of sequence of length 2 
}

Serialized Type for Point is (4 bytes per line):

///////////////////////////////////////////////
00			02			NO_TYPE	      NO_TYPE     // flag+ 
NO_TYPE_ID        NO_TYPE_ID	      align-pad         align-pad          
00			00			00			0x0F		// strlen
G			e			o			m
e			t			r			y
:			:			P			o
i			n			t			\0
00			00     		00			00	      // []
NO_TYPE	      NO_TYPE           NO_TYPE_ID        NO_TYPE_ID // base_type
0			0			0			2		// seq len
00			00			align-pad		align-pad	// flag	
00			00			00			00		// memberid
FLOAT_32_TYPE				FLOAT_32_TYPE_ID			// type_id
00			00			00			02		// strlen
‘x’			\0			00		      00          // “x”+flag	
00			00			00			01		// memberid
FLOAT_32_TYPE				FLOAT_32_TYPE_ID			// type_id
00			00			00			02		// strlen
‘y’			\0			align-pad		align-pad

This is a total of 76 bytes. Assume the computation of the MD5 results on the bits below:

----  increasing memory addresses ---->>
0x00			0x01			0x02			0x03
0x04			0x05			0x06			0x07
0x08			0x09			0x0A			0x0B
0x0C			0x0D			0x0E			0x0F
				
			
Then the _Typeid.constructed_type_id for ‘Point’ would be the 64-bit unsigned int:  0x0809A0B0C0D0E0F therefore the TypeId would be:
{
    discriminator = STRUCTURE_TYPE,
    constructed_type_id = 0x0809A0B0C0D0E0F
}

The computation of the TypeId for ‘Rectangle’ would proceed as follows:

StructureType <- { // Rectangle structure
  property   <- {  // from Type
                  flag      <- 0x0000  // not nested, not mutable, not final
                  type_id   <- {0, 0}  // {NO_TYPE, NO_TYPE_ID}
                  name      <- “Geometry::Rectangle”       
                }
  annotation <- []  // zero-length sequence
  base_type  <- {NO_TYPE, NO_TYPE_ID}, 
  member     <- 
     [  // sequence of length 2 
       member[0]  <- { 
                       property <- { 
                                     flag      <- 0x0001 // @key
                                     member_id <- 0
                                     type_id   <- {INT_32_TYPE,INT_32_TYPE}
                                     name      <- “identifier”
                                    }
                       annotation <- []  // zero-length sequence
                     }
       member[1]  <- { 
                       property <- { 
                                     flag      <- 0x0000 
                                     member_id <- 1
                                     type_id   <- { STRUCTURE,TypeId(Point)}
                                     name      <- “p1”
                                    }
                       annotation <- []  // zero-length sequence
                     }
       member[2]  <- { 
                       property <- { 
                                     flag      <- 0x0000
                                     member_id <- 2
                                     type_id   <- { STRUCTURE,TypeId(Point)}
                                     name      <- “p2”
                                    }
                        annotation <- [] // omitted from the serialization
                     }
	] // end of sequence of length 3 
}

Serialized Type for Rectangle is ( 4 bytes per line):
///////////////////////////////////////////////
00			00			NO_TYPE	      NO_TYPE	// flag+
NO_TYPE_ID	      NO_TYPE_ID		align-pad		align-pad
00			00			00			0x14		// strlen
‘G’			‘e’			‘o’			‘m’
‘e’			‘t’			‘r’			‘y’
:			:			R			e
c			t			a			n
g			l			e			\0
00			00     		00			00	      // [] annot
NO_TYPE	      NO_TYPE           NO_TYPE_ID        NO_TYPE_ID // base_type
0			0			0			3		// seq len
00			0x01			align-pad		align-pad	// flag=key
00			00			00			00		// memberid
INT_32_TYPE       INT_32_TYPE     	INT_32_TYPE_ID    INT_32_TYPE_ID //
00			00			00			0x0b		// strlen
‘i’			‘d’			‘e’			‘n’
‘t’			‘i’			‘f’			‘i’
‘e’			‘r’			\0			align-pad
00			00     		00			00	      // [] annot
00			00			align-pad		align-pad	// flag	
00			00			00			01		// memberid
STRUCTURE_TYPE -------------	      align-pad		align-pad
TypeId(Point)-----------------------------------------------	// type_id
TypeId(Point)-----------------------------------------------	// type_id
00			00			00			03		// strlen
‘p’			‘1’			\0			align-pad
00			00     		00			00	      // [] annot
00			00			align-pad		align-pad	// flag	
00			00			00			02		// memberid
STRUCTURE_TYPE ----------------	align-pad		align-pad
TypeId(Point)------------------------------------------------	// type_id
TypeId(Point)------------------------------------------------	// type_id
00			00			00			03		// strlen
‘p’			‘2’			\0			align-pad
00			00     		00			00	      // [] annot



This is a total of 136 bytes. Assume the computation of the MD5 results on the bits below:

----  increasing memory addresses ---->>
0x10			0x11			0x12			0x13
0x14			0x15			0x16			0x17
0x18			0x19			0x1A			0x1B
0x1C			0x1D			0x1E			0x1F
				
			
Then the _Typeid.constructed_type_id for ‘Point’ would 64-bit unsigned int:  0x1819A1B1C1D1E1F. therefore the TypeId would be:
{
    discriminator = STRUCTURE_TYPE,
    constructed_type_id = 0x1819A1B1C1D1E1F
}

Version History

	Version
	Updated
	Notes

	1.1
	Aug 17, 2015
	The TypeId union includes all the non-primitive TypeKind as cases instead of introducing a new “CONSTRUCTED” TypeKind. Reviewed all constructed types and found no ambiguities.

	1.0
	Aug 14, 2015
	TypeId computation algorithm now uses the Extensible encapsulation for “TypeIdComputationObject” instead of mutable. Updated TypeID union to include NO_TYPE case and CONSTRUCTED_TYPE case. Reworked the example



